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Understanding brain function requires disentangling the high-
dimensional activity of populations of neurons. Calcium imaging is
an increasingly popular technique for monitoring such neural activ-
ity, but computational tools for interpreting extracted calcium signals
are lacking. While there has been a substantial development of factor
analysis-type methods for neural spike train analysis, similar methods
targeted at calcium imaging data are only beginning to emerge. Here we
develop a flexible modeling framework that identifies low-dimensional
latent factors in calcium imaging data with distinct additive and multi-
plicative modulatory effects. Our model includes spike-and-slab sparse
priors that regularize additive factor activity and gaussian process
priors that constrain multiplicative effects to vary only gradually, al-
lowing for the identification of smooth and interpretable changes in
multiplicative gain. These factors are estimated from the data using
a variational expectation-maximization algorithm that requires a dif-
ferentiable reparameterization of both continuous and discrete latent
variables. After demonstrating our method on simulated data, we apply
it to experimental data from the zebrafish optic tectum, uncovering
low-dimensional fluctuations in multiplicative excitability that govern
trial-to-trial variation in evoked responses.

1 Introduction

Calcium imaging is a major source of information about the simultane-
ous activity of populations of neurons in vivo. The use of fluorescent cal-
cium indicators allows changes in intracellular Ca2+ concentration to be
optically monitored and related to underlying spike trains that code for
sensory stimuli, internal state, and behavior (Stringer et al., 2019; Musall,
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1144 M. Triplett and G. Goodhill

Kaufman, Juavinett, Gluf, & Churchland, 2019). Computational methods
for analyzing calcium imaging data have typically focused on two prob-
lems (Pnevmatikakis & Paninski, 2018; Pnevmatikakis, 2019). The first is cell
segmentation, which involves identifying the spatial footprint of each cell
within the field of view of a fluorescence microscope and demixing the op-
tical signals of potentially overlapping cells. The second problem is decon-
volution, where the resulting noisy fluorescence time series are reduced to
spiking activity by optimizing the parameters of a generative model that
relates autoregressive calcium dynamics to hidden action potentials (Vo-
gelstein et al., 2009, 2010; Friedrich & Paninski, 2016; Speiser et al., 2017).
A simultaneous solution to these problems can be achieved using a con-
strained nonnegative matrix factorization approach (Pnevmatikakis et al.,
2016; Zhou et al., 2018; Buchanan et al., 2019; Saxena et al., 2020), where a
calcium imaging video is factored into the product of a matrix encoding cell
footprints and a matrix encoding the corresponding calcium concentrations
over time.

However, while solving such optimization problems is an essential first
step to obtaining usable scientific data from raw calcium imaging record-
ings, few models have addressed the subsequent stage of analysis, which
focuses on relating the segmented, denoised calcium signals to experimen-
tally relevant variables using principled statistical methods. Several re-
cent examples include statistical modeling of calcium responses evoked
by sensory stimuli (Wei et al., 2020), photostimulation (Aitchison et al.,
2017), and internal factors (Triplett, Pujic, Sun, Avitan, & Goodhill, 2020).
Much research in recent years has focused on extracting low-dimensional
summaries of high-dimensional data (neural or otherwise) that aid in in-
tepretability and regularization (Cunningham & Yu, 2014; Cunningham &
Ghahramani, 2015; Paninski & Cunningham, 2018). Triplett et al. (2020)
focused on separating the calcium influx evoked by sensory stimuli from
spontaneous calcium transients attributable to hidden internal factors. This
was done by assuming an additive interaction between evoked and sponta-
neous activity and optimizing how calcium influx is assigned to each source
under a sparse prior on internal factor activity (discussed further below).
Importantly, the number of factors underlying spontaneous activity was as-
sumed to be much smaller than the number of neurons in the population,
therefore providing a low-dimensional summary of stimulus-unrelated
neural activity. While this model is effective for decoupling stimulus-driven
calcium responses from ongoing spontaneous activity, it can be improved
in several respects. First, recent work (Wei et al., 2020) has noted that be-
cause a substantial fraction of calcium influx is exactly zero, spike-and-slab
distributions such as the zero-inflated gamma are better suited to model-
ing calcium influx compared to the exponential prior used in Triplett et al.
(2020). Second, in Triplett et al. (2020), the evoked response is modeled
deterministically with respect to the presented stimulus, so that any vari-
ability in stimulus responses is attributed to either addition with ongoing
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Multiplicative Factors in Calcium Imaging Data 1145

spontaneous activity or gaussian imaging noise. Third, due to the linear-
ity of the model components required to perform the decoupling in Triplett
et al. (2020), calcium concentration can grow without bound if stimuli are
presented sufficiently rapidly rather than respecting the nonlinear nature
of calcium indicator binding kinetics (Vogelstein et al., 2009; Song, Gau-
thier, Pillow, Tank, & Charles, 2021). Finally, Triplett et al. (2020) allocates
spontaneous activity under a maximum a posteriori (MAP) estimate in a
low-dimensional latent space but does not characterize the posterior un-
certainty of the factor activity.

Here we simultaneously address these limitations by generalizing the
model of Triplett et al. (2020) with several additional components. We first
regularize factor activity by adopting a spike-and-slab prior, which more
closely reflects cases where calcium influx is identically zero rather than
simply sparse. We incorporate multiplicative gain variables that modulate
the influence of sensory stimuli and latent factors. Under a gaussian process
prior, inferring these variables allows us to extract smooth and interpretable
fluctuations in excitability that explain trial-to-trial variation in evoked re-
sponses and in the amplitude of spontaneous calcium transients. We in-
clude parametric saturating nonlinearities that prevent calcium levels from
growing without bound, more accurately modeling calcium dynamics and
introducing a nonlinear interaction between stimulus-driven and sponta-
neous calcium transients. As these multiple sources of nonlinearity sub-
stantially increase model complexity, we then derive a stochastic gradient
variational Bayes (SGVB) method to tractably learn posterior distributions
over the latent variables.

We first review two models for calcium imaging data (see section 2): a
now-standard generative model that is used for fast spike train deconvolu-
tion in popular calcium imaging preprocessing packages such as CaImAn
(Giovannucci et al., 2019), and the model of Triplett et al. (2020), which
builds on such deconvolution methods to fit linear stimulus filters and de-
couple spontaneous activity. Here we focus on the mechanics of model con-
struction and interpretation rather than the details of the inference or opti-
mization. We then generalize this model and highlight the contribution of
the additional components (see section 3). In section 4, we derive an SGVB
algorithm for fitting the model and subsequently demonstrate its applica-
tion to simulated (see section 5) and experimental (see section 6) data.

2 Background

2.1 Autoregressive Models for Calcium Dynamics. A common model
for calcium imaging data assumes that the observed fluorescence time series
fn ∈ R

T of a neuron n arises through a linear transformation of the intracel-
lular calcium concentration cn ∈ R

T ,

fn(t) = αncn(t) + βn + εn(t), εn(t) ∼ N (0, σ 2
n ), (2.1)
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1146 M. Triplett and G. Goodhill

where αn ∈ R and βn ∈ R determine the scale and baseline of the fluores-
cence signal, n ∈ {1, . . . , N} indexes a neuron, t ∈ {1, . . . , T} represents an
imaging frame, and εn(t) ∼ N (0, σ 2

n ) is independent and identically dis-
tributed (i.i.d.) gaussian noise due to the imaging system. The calcium levels
cn(t) follow a pth-order autoregressive process driven by spikes sn(t),

cn(t) =
p∑

i=1

γicn(t − i) + sn(t), sn(t) ∼ p(sn(t) | ψ ). (2.2)

The prior p(sn(t) | ψ ) on the latent spike variables can take multiple forms.
If the imaging frequency is sufficiently high, one can set p(sn(t) | ψ ) =
Bernoulli(sn(t) | ψ ) to model individual action potentials (Vogelstein et al.,
2009). Otherwise, setting p(sn(t) | ψ ) = Poisson(sn(t) | ψ ) accounts for the
net change in calcium concentration due to any integer number of spikes
within an imaging frame (Vogelstein et al., 2010). The discrete model of
spike counts makes inference in either of these regimes difficult, however, as
inferring spike counts is a challenging combinatorial optimization problem
(Vogelstein et al., 2010). Moreover, this approach only accounts for calcium
influx due to discrete (putatively spiking) events and thus cannot account
for calcium influx that may take continuous values. These limitations are re-
solved by relaxing the requirement that spike counts be discrete variables
and allowing them to take arbitrary nonnegative values. In this setup, one
replaces the Poisson prior by an exponential, p(sn(t) | ψ ) = Exp(sn(t) | ψ ).
This relaxation can substantially accelerate inference (Vogelstein et al., 2010)
but changes how the variables sn(t) should be interpreted. Rather than spike
counts, sn(t) more closely reflects the net calcium influx in imaging frame
t due to spiking and potentially nonspiking events. The exponential prior
acts as a regularizer, encouraging this influx to be small to avoid overfit-
ting, and furthermore preserves the convexity of the likelihood function,
allowing fast estimation of calcium influx using interior-point methods.

2.2 Latent Variable Models for Spontaneous Calcium Activity. The
calcium imaging latent variable analysis (CILVA) model (Triplett et al.,
2020) builds on segmentation and deconvolution methods, but instead of
attempting to extract spatial footprints or spike times, it seeks to identify
how calcium influx can be attributed to stimulus-evoked and spontaneous
activity. The idea is that fluorescence levels fn ∈ R

T arise from the convolu-
tion of a kernel k ∈ R

T encoding the binding kinetics of a calcium indicator
(such as GCaMP) with a vector of neural activity levels driven by sensory
stimuli s ∈ {0, 1}K×T and a small number of unobserved (or latent) factors
x ∈ R

L×T
≥0 with L < N, plus additive gaussian noise,

fn = αnk ∗ (w�
n s + b�

n x) + βn1T + εn, (2.3)
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Multiplicative Factors in Calcium Imaging Data 1147

where wn ∈ R
K
≥0 is a linear stimulus filter and bn ∈ R

L
≥0 describes how

strongly a neuron is coupled to each of the L latent factors. The kernel k
is given by a difference of exponentials (Aitchison et al., 2017),

k(t) = exp(−t/τd ) − exp(−t/τr). (2.4)

In the model, w�
n s(t) and b�

n x(t) determine the net calcium influx for neuron
n during imaging frame t without making assumptions about an underly-
ing series of discrete spikes. Thus, we are concerned with the fraction of the
total calcium influx (as estimated by continuous spike deconvolution meth-
ods) that can be attributed to stimulus presentation or the activation of a la-
tent factor. Variability therefore arises only from spontaneous events or by
imaging noise, and not Poisson noise. The condition that L < N encourages
factors to account for low-dimensional spontaneous activity, shared across
multiple neurons in the population.

Without regularization, the model in equation 2.3 is unidentifiable be-
cause activity can be freely attributed to either stimuli or latent factors. As
the temporal activity of the sensory stimuli are already fixed covariates, the
activity of the factors is penalized instead through a nonnegative prior with
high density near zero:

p(xl (t) | γ ) ∝ exp
(

− 1
γ

xl (t)
)

. (2.5)

An estimate of the low-dimensional time series underlying spontaneous
activity can therefore be calculated as the MAP estimate of x under the ex-
ponential prior,

x̂ = argmax
x≥0

p(x | f, θ, γ ) = argmax
x≥0

p(f | x, θ, γ )p(x | γ ), (2.6)

where θ = ({wn}, {bn}, {αn}, {βn}, {σ 2
n }) denotes the static model parameters.

Given the MAP estimate x̂, a key outcome of this model is the ability to
linearly separate the evoked (fevoked

n ) and spontaneous (fspont
n ) contributions

to the fluorescence signal as

fevoked
n = αnk ∗ w�

n s + βn1T (2.7)

and

fspont
n = αnk ∗ b�

n x̂ + βn1T , (2.8)

preventing low-dimensional patterns of spontaneous activity from biasing
tuning curve estimates and allowing each kind of activity to be studied in
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1148 M. Triplett and G. Goodhill

Figure 1: Effects of nonlinear model components. (A) Example evoked calcium
transients (top) in response to a unit stimulus impulse under multiple settings
of the latent multiplicative gain variable (bottom). (B) Example evoked cal-
cium transients (top) in response to prolonged stimulus presentation (bottom),
demonstrating the saturation of fluorescence levels.

relative isolation. Note that the baseline term βn is repeated in both fevoked
n

and fspont
n to ensure that both appropriately align with the raw data but can

be dropped without any loss of interpretability.

3 Nonlinear Latent Factor Models for Calcium Imaging Data

While CILVA can capture the gross statistical structure of evoked and spon-
taneous activity, it is limited by a deterministic function for the stimulus re-
sponse. Any trial-to-trial variability (i.e., noise correlations) must therefore
be explained by a spontaneous calcium transient that additively combines
with the evoked response. However, such a mechanism can only explain en-
hanced stimulus responses, and cannot account for suppressed responses.
Thus, such noise correlations are better modeled by changes in excitability,
reflecting a multiplicative effect of latent factor activity (Arandia-Romero,
Tanabe, Drugowitsch, Kohn, & Moreno-Bote, 2016). Most of the time this
multiplier is ∼1, but occasionally more or less.

We model this system as follows. For a neuron n in imaging frame t, the
instantaneous calcium influx λn(t) is given by

λn(t) = (
a�

n g(t) + dn
) (

w�
n s(t) + b�

n x(t)
)
, (3.1)

where g(t) ∈ R
J
≥0 is a vector of nonnegative gain variables with J < N, an ∈

R
J
≥0 describes the coupling of neuron n to the gain variables, and dn ≥ 0 is a

constant offset allowing neurons to decouple from the multiplicative gain.
The gain variables allow neurons to adjust their level of excitation, leading
to variation in the amplitude of evoked responses (see Figure 1A). Similar
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Multiplicative Factors in Calcium Imaging Data 1149

to the additive factors, the condition that J < N encourages the multiplica-
tive variability to be shared among the population (Lin, Okun, Carandini,
& Harris, 2015). Unlike more common models of neural activity, such as
generalized linear models with exponential inverse-link functions (Vidne
et al., 2012), our approach explicitly separates the additive and multiplica-
tive contributions.

As with the basic CILVA model, we must regularize the additive factor
activity. A popular Bayesian approach to sparsity is to use a spike-and-slab
prior (Mitchell & Beauchamp, 1988; Titsias & Lázaro-Gredilla, 2011; Good-
fellow, Courville, & Bengio, 2012; Huang, Wang, & Liang, 2016). With this
approach, we assume the additive factor activity xl (t) arises from a zero-
inflated Weibull (ZIW) distribution,

xl (t) ∼ ξWeibull(α, β ) + (1 − ξ )δ0, (3.2)

with ξ the probability of a nonzero event and with α and β now the shape
and scale parameters for the Weibull distribution with density function

Weibull(x | α, β ) = αβαxα−1 exp(−βαxα ), x ≥ 0. (3.3)

In principle, the two-parameter prior provides more flexibility than the
single-parameter exponential, a special case of the Weibull with α = 1. The
ZIW is closely related to the zero-inflated gamma, which Wei et al. (2020)
recently showed to be the preferred model for deconvolved calcium traces
due to their ability to flexibly account for the frequent case of having exactly
zero calcium influx in a given imaging bin (which is therefore important for
accurately sampling from the posterior distribution), while also having an
adjustable shape and scale for positive neural activity. For our purposes, the
ZIW offers similar flexibility, but the Weibull has a tractable inverse cumula-
tive distribution function (inverse CDF), allowing samples to be drawn by
passing a uniformly distributed random variable through a differentiable
transformation. This allows for efficient and stable application of the SGVB
estimator (Kingma & Welling, 2013; see below).

The incorporation of multiplicative gain into equation 3.1 without regu-
larization introduces model identifiability issues, as the gain term g j could
be offset by heightened evoked or spontaneous activity. The gain could also
adapt to the rapidly changing imaging noise (and therefore overfit the data),
whereas previous research has indicated that multiplicative influences vary
only gradually through time (Arandia-Romero et al., 2016). We thus con-
strain the logarithm of the gain variables g j(t) to obey a smooth gaussian
process (GP) prior, which, in the case of discretely sampled data, reduces to
a multivariate normal,

ln g j ∼ N (0, K). (3.4)
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1150 M. Triplett and G. Goodhill

Placing the GP prior on the logarithm ensures that the gain variables gj(t)
remain nonnegative. Here the covariance matrix K ∈ R

T×T is determined
by the radial basis function kernel,

(K)t1,t2 = η2 exp
(

− (t1 − t2)2

2�2

)
+ δt1,t2η

2
noise, (3.5)

where δi j is the Kronecker delta function. Provided that the characteristic
timescale � is sufficiently long, the multiplicative gain will not overfit to
imaging noise or stimulus presentation. Similar to gaussian process fac-
tor analysis (Yu et al., 2009), we assume the private noise variance η2

noise
to be small (i.e., η2

noise = 10−4) and put η2 = 1 − η2
noise. This ensures that the

marginal distribution of ln g j(t) has unit variance (similar to the traditional
factor analysis model) and that temporal fluctuations in gain are smooth
and interpretable.

The intracellular calcium levels are obtained by convolving the activity
vector λn with a calcium impulse-response kernel k:

cn(t) =
t∑

τ=0

k(t − τ )λn(τ ). (3.6)

Fluorescence levels then arise by application of a nonlinear Hill function
and additive gaussian noise:

fn(t) = Fmax
n

cn(t)mH

cn(t)mH + KmH
d

+ εn(t), εn(t) ∼ N (0, σ 2
n ). (3.7)

Here mH, Kd, and {Fmax
n } are parameters of the Hill nonlinearity and subject

to non-negativity constraints. Note that we have dropped the baseline of the
fluorescence levels, assuming that the data are already adequately baseline
adjusted. The Hill nonlinearity causes fluorescence levels to saturate with
increasing calcium concentration (Vogelstein et al., 2009), more closely re-
flecting the nonlinear binding kinetics of the calcium indicator (see Figure
1B). The complete architecture of the generative model is given in Figure 2.

It is instructive to consider the difference in timescale between the addi-
tive and multiplicative factors. The model of additive factor activity must
be flexible enough to account for sharply rising and falling calcium influxes.
Temporal continuity in the observed fluorescence traces then arises via con-
volution with the calcium kernel rather than stimulus- or additive factor–
driven activity. If additive factors were constrained to vary only gradually,
calcium traces would be erroneously prolonged following the convolution.
By contrast, the multiplicative factor activity evolves smoothly through
time, but avoids “smoothing out” the fluorescence traces because it only
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Multiplicative Factors in Calcium Imaging Data 1151

Figure 2: Overview of the ZIW+GP+VI approach. Activity is driven by sen-
sory stimuli (red) and latent factors (blue) that follow a ZIW distribution a
priori. The influence of these sources is regulated through multiplicative gain
variables (purple) that are constrained to follow a gaussian process prior. Ac-
tivity is then convolved with a calcium impulse response kernel and passed
through a saturating nonlinearity before being corrupted by additive Gaussian
noise.

modulates the stimulus- and additive factor-driven activity, which sharply
returns to zero after a calcium influx event.

4 Statistical Inference

We wish to obtain posterior distributions over the latent variables and point
estimates of the static model parameters. Due to the nonconjugate structure
of the model, an exact posterior over the latent variables is intractable, pre-
venting application of the usual expectation-maximization (EM) algorithm
(Dempster, Laird, & Rubin, 1977). We thus adopt a variational EM approach,
which alternately optimizes a variational approximation to the posterior (in
the variational E-step) and the expected log density of the model under the
updated variational posterior (in the variational M-step).

4.1 Variational Approximation to Posterior. First, to evaluate the prior
p(xl (t) | α, β, ξ ) we introduce auxiliary variables (Goodfellow et al., 2012),

ul (t) ∼ Weibull(α, β ), zl (t) ∼ Bernoulli(ξ ), (4.1)

and set xl (t) as the product xl (t) = ul (t)zl (t). Let � = ({ul}, {zl}, {ln g j})
denote the complete set of latent variables and �t = ({ul (1:t)}, {zl (1:t)},
{ln g j(1:t)}) the latent variables up to imaging frame t. Let θ = ({an}, {bn},
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1152 M. Triplett and G. Goodhill

{wn}, {dn}, {Fmax
n }, Kd, mH ) denote the static model parameters, and ψ =

(α, β, ξ, �) the model hyperparameters. The complete joint model proba-
bility density then factorizes as

p(f,� | θ, ψ )

=
T∏

t=1

N∏
n=1

p( fn(t) | �t, θ )
L∏

l=1

p(ul (t) | α, β )p(zl (t) | ξ )
J∏

j=1

p(ln g j | �). (4.2)

All parameters and latent variables are nonnegative. In what follows, we
suppress dependence on the hyperparameters ψ .

We approximate the true posterior p(� | f, θ ) by a variational posterior
q(� | φ) with parameters φ. The density q(� | φ) is structured similar to the
prior with

q(� | φ) =
T∏

t=1

L∏
l=1

q(ul (t) | α̃lt, β̃lt )q(zl (t) | ξ̃lt )
J∏

j=1

q(ln g j(t) | μ̃ jt, η̃
2
jt ), (4.3)

where the factors of the variational distribution are

q(ul (t) | α̃lt, β̃lt ) = Weibull(ul (t) | α̃lt, β̃lt ), (4.4)

q(zl (t) | ξ̃lt ) = Bernoulli(zl (t) | ξ̃lt ), (4.5)

q(ln g j(t) | μ̃ jt, η̃
2
jt ) = N (ln g j(t) | μ̃ jt, η̃

2
jt ). (4.6)

The parameters of the variational approximation are thus φ = ({α̃lt}, {β̃lt},
{ξ̃lt}, {μ̃ jt}, {η̃2

jt}). Note that while we assume a gaussian process prior on the
multiplicative gain variables ln g j, we learn an i.i.d. posterior for improved
scalability.

4.2 Variational Expectation-Maximization. In principle, estimation of
the model parameters θ would proceed by maximizing the model evidence,
obtained by marginalization of the latent variables,

p(f | θ ) =
∫

p(f | �, θ )p(�)d�. (4.7)

However, equation 4.7 cannot be directly optimized as the integral is in-
tractable for our model. Instead, we write the logarithm of the model evi-
dence as the sum (Bishop, 2006)

ln p(f | θ ) = L(φ, θ ) + KL(q || p), (4.8)
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Multiplicative Factors in Calcium Imaging Data 1153

where L(φ, θ ) is defined as

L(φ, θ ) = Eq[ln p(f,� | θ ) − ln q(� | φ)] (4.9)

and where the KL-divergence is with respect to the variational and true
posteriors,

KL(q || p) = −Eq[ln p(� | f, θ ) − ln q(� | φ)]. (4.10)

Since the KL-divergence is always nonnegative, the function L is a lower
bound on the model evidence, and hence referred to as the evidence lower
bound (ELBO). In the variational E-step, we compute the posterior distribu-
tion by maximizing the ELBO, thereby forcing the KL-divergence between
the true and approximate posterior toward zero. The lower bound becomes
tight if KL(q || p) = 0, in which case the posterior approximation is exact
with q(� | φ) = p(� | f, θ ). While the decomposition in equation 4.8 is valid
for any density q, we restrict the space of functions that we optimize over to
the densities that obey the factorization in equation 4.3, allowing for prac-
tical gradient-based optimization of φ as described below.

In the variational M-step one seeks to maximize the joint density p(f,� |
θ ) with respect to θ , but since � is unobserved, we instead maximize the
expected joint density Eq(�|φ̂)[ln p(f,� | θ )] using φ̂ estimated in the varia-
tional E-step (equivalently, we maximize L(φ̂, θ ) with respect to θ ).

We thus arrive at a variational EM algorithm by alternating the following
E and M steps:

Variational E-step: φ̂ = argmax
φ

L(φ, θ )

= argmin
φ

KL(q(� | φ) || p(� | f, θ )), (4.11)

Variational M-step: θ̂ = argmax
θ

L(φ̂, θ )

= argmax
θ

Eq(�|φ̂)[ln p(f,� | θ )]. (4.12)

The optimization of these expectations is performed using the SGVB esti-
mator (Kingma & Welling, 2013); namely, as the expectation is analytically
intractable, we optimize a Monte Carlo estimate of the ELBO,

L(φ, θ ) ≈ 1
S

S∑
s=1

{
ln p(f,�s | θ ) − ln q(�s | φ)

}
, (4.13)

where the samples ln gs, us, zs for s = 1, . . . , S are drawn from the de-
sired posterior q(· | φ) using a reparameterization trick (Kingma & Welling,
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1154 M. Triplett and G. Goodhill

2013) for both continuous and Bernoulli latent variables. In the case of the
Bernoulli latents, we use a continuous relaxation known as the binary con-
crete distribution (Maddison, Mnih, & Teh, 2016; Kirschbaum et al., 2019).

4.3 Reparameterization Trick for the ZIW+GP Posterior. To sample
from the ZIW+GP posterior q(· | φ) using the reparameterization trick, we
first generate an auxiliary variate εs whose components are sampled from
standard distributions that do not depend on φ (such as U(0, 1)), and then
pass εs through a differentiable transformation hφ (with the variational
parameters φ) such that (ln gs, us, zs) = hφ (εs). To reparameterize the log-
normals, we first sample

εs
gjt ∼ N (0, 1) (4.14)

and scale these by the desired variance before exponentiating,

gs
j(t) = exp(μ̃ jt + εs

gjt η̃
2
jt ). (4.15)

The spike-and-slab component is more difficult to sample from. We first
consider the easier case of sampling the “slab” variable. This is performed
by sampling from a Weibull using its inverse CDF,

εs
ult ∼ U(0, 1), (4.16)

us
l (t) = F−1(εs

ult; α̃lt, β̃lt ), (4.17)

where

F−1(ε; α̃lt, β̃lt ) = 1
β̃lt

(− ln(1 − ε))1/α̃lt (4.18)

is the inverse CDF of the Weibull distribution.
As the “spike” variable is binary-valued it would most naturally be ob-

tained by passing a uniformly distributed random variable through a step
function. However, this cannot be incorporated in our SGVB estimator as
the step function is nondifferentiable. Instead, to sample a spike variable
zl (t), we use the binary concrete distribution (BinConcrete), a continuous
relaxation of the Bernoulli (Maddison et al., 2016; Kirschbaum et al., 2019).
If zl (t) ∼ BinConcrete(ξ, κ ), then its density function is given by

p(zl (t) | ξ, κ ) = κξzl (t)−κ−1[1 − zl (t)]−κ−1

{
ξzl (t)−κ + [1 − zl (t)]−κ

}2 . (4.19)
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Multiplicative Factors in Calcium Imaging Data 1155

Here κ acts as a temperature parameter controlling how closely the Bin-
Concrete approximates a Bernoulli. To sample from a BinConcrete, we first
sample εs

zlt ∼ U(0, 1) and set

ys
l (t) = ln ξ ′ + ln εs

zlt − ln(1 − εs
zlt )

κ
, zs

l (t) = σ (ys
l (t)), (4.20)

where ξ ′ = ξ/(1 − ξ ) and σ is the sigmoid function. Here, ln εs
zlt − ln(1 −

εs
zlt ) corresponds to a sample from a logistic distribution. The reparameter-

ized sample from the full spike-and-slab distribution is then given by the
product xs

l (t) = us
l (t)zs

l (t).
We use these reparameterized samples to evaluate the gradient of the

evidence lower bound,

∇L ≈ 1
S

S∑
s=1

{∇ ln p(f,�s | θ ) − ∇ ln q(�s | φ)
}
, (4.21)

where the density of zl (t) is evaluated using the density of the correspond-
ing logistic yl (t) ∼ Logistic(ln ξ ′, κ ) in both the prior and posterior (see
Maddison et al., 2016, for details). Typically a single sample (S = 1) gener-
ates sufficiently low variance stochastic gradients. We implement this vari-
ational EM algorithm in TensorFlow (Abadi et al., 2016) using the Adam
optimizer (Kingma & Ba, 2014). As φ and θ are required to be nonnegative,
we transform the variables using softplus rectifiers and sigmoids.

5 Application to Simulated Data

We first considered model fit on simulated data. The calcium time series in
our simulations were generated as

λn(t) = (a�
n g(t) + dn)(w�

n s(t) + b�
n x(t) + hn(t)), (5.1)

where the multiplicative and additive factors {g j} and {xl} were sampled as
in the generative model, and

hn(t) ∼ ξprvtWeibull(αprvt, βprvt) + (1 − ξprvt)δ0 (5.2)

for 0 < ξprvt < 1 represents a small contribution of activity private to neuron
n at time t, introducing additional variability similar to that observed in
experimental data (Triplett et al., 2020). Parameters used for the simulations
are given in Table 1.

Following learning of the variational posterior, a point estimate (account-
ing for posterior uncertainty) of the additive factor activity x̂l (t) is obtained
by multiplying the posterior mean of the latent Weibull,
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1156 M. Triplett and G. Goodhill

Table 1: Default Parameters for Simulation Study.

Parameter Description Value

T Number of imaging frames∗ 2000
N Number of neurons∗ 200
J Number of multiplicative factors∗ 4
L Number of additive factors 4
α Weibull shape parameter for prior on xl (t) 2
β Weibull scale parameter for prior on xl (t) 0.5
ξ Probability of nonzero event for prior on xl (t) 0.05
αprvt Weibull shape parameter for prior on hn(t) 2
βprvt Weibull scale parameter for prior on hn(t) 0.5
ξprvt Probability of nonzero event for prior on hn(t) 0.01
κ Temperature parameter for BinConcrete relaxation 0.5
� Characteristic timescale for GP covariance matrix (s) 260
dn Offset for GP coupling 0
Fmax

n Amplitude for Hill nonlinearity 100
mH Exponent for Hill nonlinearity 1
Kd Dissociation constant for Hill nonlinearity 100

Note: Starred parameters vary across simulations; given values denote defaults.

ûlt = Eq(ul (t)|α̃lt ,β̃lt )[ul (t)], (5.3)

by the posterior mode of the latent Bernoulli,

ẑl (t) = argmax
zl (t)

q(zl (t) | ξ̃lt ), (5.4)

giving x̂l (t) = ûl (t)ẑl (t). A simple point estimate of the multiplicative factor
activity is given by the exponentiated posterior mean,

ĝ j(t) = exp
(
Eq(ln g j (t)|μ̃ jt ,η̃

2
jt )[ln g j(t)]

)
. (5.5)

Fluctuations in excitability led to variability that was well fit by the
ZIW+GP model but could not be accounted for in a ZIW model without
GPs (see Figures 3A to 3C). To compensate for this component, the ZIW
model must enhance additive factor activity on a timescale similar to the
characteristic GP timescale, but as the true correlation structure of the mul-
tiplicative factors can differ from the additive factors, this compensatory
process ultimately results in a poorer fit (see Figures 3C and 3D) compared
to the full ZIW+GP model (see Figure 3E).

An example of the inference for three-dimensional excitatory dynam-
ics is given in Figure 4A. We characterized the recovery of these dynamics
as a function of three experimentally relevant parameters: the number of
neurons in the recorded population N, the number of multiplicative latent
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Multiplicative Factors in Calcium Imaging Data 1157

Figure 3: Comparison between the ZIW and ZIW+GP models on simulated
data. (A) Example reconstructed traces under the ZIW (red) and ZIW+GP (teal)
priors. Yellow highlighted region corresponds to fluorescence trace segment in
panel B. Shown is the first 4 minutes of a 15 minute data set, with neurons se-
lected uniformly at random. (B) Difference between model fits when estimated
under a ZIW or ZIW+GP prior. Incorporating low-dimensional excitatory fluc-
tuations allows the model to better adjust the amplitude of the neural activity.
(C) Correlation coefficients between raw data and model fit under a ZIW+GP
model and the ZIW model. (D) Normalized inferred additive factor activity un-
der a ZIW model (left, red). Ground-truth activity is in black. The ZIW model
uses spontaneous activity to compensate for the lack of dynamic excitation. This
also causes a minor misalignment in the learned factor matrix (right). (E) Same
as panel D, but under the ZIW+GP model, where dynamic excitation is ac-
counted for.

factors J, and the number of imaging frames T. We found that recovery of
the multiplicative factors in our parameter regime is largely invariant to
the number of neurons in the data set (see Figure 4B) but is sensitive to
the number of inferred GPs (see Figure 4C) and to the number of imaging
frames (see Figure 4D).

6 Demonstration on Calcium Imaging Data from Zebrafish Optic
Tectum

6.1 Inferred Latent Factors. We applied the model to publicly available
calcium imaging data from the visual system of the larval zebrafish1 (see
Figure 5A). In this experiment, prey-like spot stimuli were systematically
presented at various positions across the animal’s visual field. We fit the

1
From the Goodhill lab: www.github.com/GoodhillLab/CILVA.
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1158 M. Triplett and G. Goodhill

Figure 4: Recovery of multiplicative factors {ln g j} with ground-truth simula-
tions. (A) Example true (black) and inferred (purple) latent excitatory dynam-
ics. (B–D) Recovery of the multiplicative factors with various population sizes,
imaging frames, and factor dimensionality, respectively. Error bars denote 1
standard deviation over 10 simulated data sets. Correlation coefficients r are
calculated by enumerating every permutation of GPs and selecting the permu-
tation that maximizes the mean r between the true and inferred GPs. For 16 GPs,
the number of permutations is more than 2 × 1013; we thus used a simple greedy
approach of sequentially selecting a true GP, identifying the most correlated in-
ferred GP, and removing these two from the set of candidate GPs. This provides
a lower bound of the true maximum correlation and was of low variance in our
simulations.

model with three additive factors (see Figures 5B to 5D) for comparison
with the CILVA model (shown to be a suitable number using a goodness-
of-fit metric on held-out data; Triplett et al., 2020), and selected the number
of multiplicative factors by optimizing the R2 on held-out data (see Figure
5F). This process identified seven multiplicative factors that best explained
the data (see Figures 5E and 5G).

Under the spike-and-slab prior, a substantial fraction of the additive fac-
tor activity was set to exactly zero, reflecting time bins with zero net calcium
influx (see Figure 5C). Thus, for time bins with zero additive factor activity
and without a stimulus present, the model asserted that variability arose
primarily from observation noise due to the imaging system rather than
small changes to the calcium concentration. While the inferred additive fac-
tor activity often appears to have a largely constant amplitude, the latent
GPs suitably adjust the influence of the additive factors on the resulting
neural activity, allowing for a more dynamic range of activity than can be
obtained solely by a Weibull prior with fixed amplitude. For example, one
might have considered adopting a mixture-of-Weibulls prior for the factor
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Figure 5: Inferred latent variable activity and structure underlying calcium
imaging data from zebrafish optic tectum. (A) Schematic of larval zebrafish vi-
sual pathway. Visual information is transmitted from the retina to the optic tec-
tum. The nucleus isthmus, downstream of the tectum, consists of glutamatergic,
cholinergic, and GABAergic populations that multiplicatively regulate tectal ac-
tivity and is a hypothetical source of excitatory dynamics. Imaging field of view
for the experimental data outlined in dashed green line. (B) Spatial organization
of the inferred additive factors underlying spontaneous activity. Cell opacity
proportional to coupling strength to factor, normalized to take values between
0 and 1 within each factor. (C) The spike-and-slab sparse prior causes a large
fraction of inferred factor activity to be identically zero. Region corresponds to
dashed red region in panel D. (D) Inferred additive factors underlying sponta-
neous activity in the full 15 minute data set. (E) Spatial organization of the in-
ferred multiplicative factors regulating neural excitability. Cell opacity defined
as in panel B. (F) R2 on held-out test data identifies 7 as the optimal number of
multiplicative factors (dashed gray line). (G) Inferred multiplicative factor ac-
tivity (solid purple lines). The timescale of the GP prior prevents overfitting to
individual stimulus presentations (dashed vertical lines; color represents stim-
ulus identity).
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activity, where each mixture component corresponds to a discrete excita-
tion state of the network. Instead, the multiplicative latent variables allow
the neural population to smoothly and continuously adjust the impact of a
single-component Weibull prior.

The excitatory fluctuations were fit with � = 260, corresponding to a
characteristic timescale of approximately 2 minutes given the 2.16-Hz imag-
ing frequency of the fluorescence microscope used in the experiment. This
timescale was sufficiently long so that the latent GPs did not overfit to
individual stimulus presentations but was short enough to explain trial-
to-trial variation in evoked responses (see Figure 5G). Note that incorpo-
rating such excitatory fluctuations introduces many more variables into the
model, providing an advantage over less parameterized models on train-
ing data. However, such fluctuations can only modulate the influence of
the stimuli and additive factors and cannot create activity beyond that cre-
ated by the stimuli and additive factors. Additionally, calibration on out-
of-sample data ensured that these variables were still predictive, and not
merely overfitting the training data (see Figure 5F).

Modulatory effects often occur within a local network (Arandia-Romero
et al., 2016). We thus next considered the spatial organization of neurons
receiving latent additive and multiplicative modulation. We omit analysis
of the stimulus filters {wn} since their structure has been extensively ana-
lyzed in previous papers in both the context of the CILVA model (Triplett
et al., 2020) and in analyses of the development of tectal receptive fields
(Avitan et al., 2017, 2020). The inferred additive factors targeted neurons
across the complete population. These factors were confined to spatially
localized groups of neurons concentrated in the anterior, middle, and pos-
terior areas of the tectum, respectively (see Figure 5B). The multiplicative
factors were more spatially diffuse, although some multiplicative factors
were confined to the posterior end of the tectum, possibly reflecting in-
creased multidimensional sensitivity to visual stimuli in the rear visual field
(Avitan et al., 2020). The effect of the excitatory fluctuations can be seen in
Figure 6A for training data and Figure 6B for test data. Generally the latent
GPs were effective in adjusting the amplitude of the calcium transients to
match the imaging data, with the ZIW+GP model exhibiting a statistically
significant improvement in fit over the ZIW model alone (see Figures 6A
and 6B, right).

6.2 Comparison with Other Methods. The impact of the multiplicative
factors on response variability is shown in Figure 6C for five responses to
four example stimuli. Across trials, there are substantial differences in the
amplitude of the evoked responses, exceeding that expected by noise due to
the microscopy system. Making use of the excitatory fluctuations, the model
can suitably adjust the intensity of the evoked response to optimally match
the observed data (see Figure 6C, middle columns). By contrast, the CILVA
model is unable to match the range of responses in the data as it possesses
a fixed evoked response model (see Figure 6C, right columns).
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Figure 6: (A) Example comparison between the ZIW (red) and ZIW+GP (teal)
models on training data (left). Quantities in upper left represent R2 between raw
fluorescence traces and corresponding model fits. Right: Distribution of R2 val-
ues between raw fluorescence traces and ZIW and ZIW+GP model fits. Mean
ZIW+GP R2 of 0.53 is greater than the mean ZIW correlation of 0.45 (p < 10−25,
two-sided t-test). (B) Same as panel A but for test data. Mean ZIW+GP R2 of 0.29
is greater than the mean ZIW R2 of 0.23 (p = 0.02, two-sided t-test). Error bars
represent mean ± s.e.m. (C) Evoked responses from five trials of four example
stimuli (k = 1, 2, 3, 4) and corresponding fits under the ZIW+GP and Exp la-
tent factor priors. Temporal window aligned to onset of stimulus. Four neurons
are shown for each stimulus. Selected neurons n are those that exhibit the max-
imum variance in response to the stimulus. Incorporating dynamic excitabil-
ity allows the model to flexibly adapt to trial-to-trial variations in response
amplitude.

We compared our ZIW+GP+VI model with four other methods:

1. ZIW+VI, where we use the spike-and-slab prior and perform varia-
tional inference but without incorporating excitatory fluctuations.

2. ZIE+VI: same as ZIW+VI but with an exponential in place of a
Weibull.

3. Exp+MAP, which places an exponential prior on additive factor ac-
tivity and calculates a MAP estimate of the factors (this is a relabeling
of the CILVA model in terms of its model components that highlights
the difference between CILVA and related approaches).

4. NNLS+NMF, a simple and highly efficient approach where fluores-
cence data are first regressed onto a basis of stimulus regressors using
nonnegative least squares and then nonnegative matrix factorization
is performed on the residual data (Triplett et al., 2020).
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Table 2: Model Performance on Experimental Data.

Train Test

R2 NLL MSE R2 NLL MSE

ZIW+GP+VI 0.5305 1.4253 0.1178 0.2937 2.008 0.1714
ZIW+VI 0.4529 1.6743 0.1414 0.2335 2.1525 0.1874
ZIE+VI 0.4513 1.6789 0.1419 0.2421 2.1499 0.1873
Exp+MAP 0.4453 1.7593 0.1487 0.2479 2.1451 0.1864
NNLS+NMF 0.3509 – 0.1628 0.0429 – 0.2127

Note: Bold numbers indicate best performance.

We quantified the performance of each method using the R2, negative log-
likelihood (per observation), and mean squared error. In each case we fit
the static model parameters θtrain and latent variables �train on a training
set and report performance on a test set where the latent variables �test are
inferred given the parameters estimated on the training data θtrain.

The performance of each method on the zebrafish data set is given in
Table 2: ZIW+GP+VI fit with L = 3, J = 7; ZIW+VI, ZIE+VI, Exp+MAP,
and NNLS+NMF fit with L = 3; R2, mean coefficient of determination;
NLL, negative log-likelihood (per observation, smaller values indicate bet-
ter performance); MSE, mean-squared error. We find that the ZIW+GP+VI
approach outperforms all other methods for all metrics on both training and
test data. Interestingly, ZIW+VI and ZIE+VI (i.e., without excitatory fluctu-
ations) perform marginally poorer than Exp+MAP (the CILVA model). This
is likely due to several reasons: the ZIW prior is more restrictive (whereas
Exp+MAP can more readily explain low-amplitude noise), the ZIW prior
requires more parameters and latent variables to be inferred (i.e., is a higher-
dimensional optimization problem), and ZIW+VI must learn a full pos-
terior distribution over the latent variables (which only approximates the
true posterior). This uncertainty quantification, however, is an advantage
of ZIW+VI over Exp+MAP when evaluating the range of parameters con-
sistent with the experimental data for scientific interpretation. We note that
the ZIW and ZIE priors perform similarly well, suggesting that the two-
parameter Weibull component of the additive factor prior may not be es-
sential for this particular data set, and that the single-parameter exponen-
tial prior is sufficient. Finally, each method that inferred latent sources of
spontaneous activity jointly with evoked activity greatly outperformed the
simpler sequential approach of NNLS+NMF.

7 Discussion

We have introduced a new latent variable model for calcium imaging of
neural population activity. Our approach builds on earlier work by incorpo-
rating spike-and-slab regularization of calcium transients, population-wide
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fluctuations in neural excitability, and nonlinear transformations of latent
variables. To perform tractable posterior inference of the latent variables, we
derived a custom SGVB estimator used within a variational EM algorithm.
Characterizing the recovery of the latent excitatory fluctuations showed a
strong dependence on the number of multiplicative factors and imaging
frames within the recording, but with little dependence on neural popu-
lation size.2 Our experiments on both simulated and real data demonstrate
the contribution of the additional model components, with incorporation of
multiplicative factors leading to the largest gain in predictive performance
on zebrafish data.

Our work is closely related to a number of latent variable methods for
neural spike train data (Yu et al., 2009; Macke et al., 2011; Semedo, Zand-
vakili, Kohn, Machens, & Yu, 2014; Buesing, Machado, Cunningham, &
Paninski, 2014; Gao, Archer, Paninski, & Cunningham, 2016; Linderman,
Adams, & Pillow, 2016; Wu, Roy, Keeley, & Pillow, 2017; Triplett & Good-
hill, 2019). We highlight several approaches that are particularly relevant.
Vidne et al. (2012) modeled multivariate spike trains in a Poisson general-
ized linear model framework, where neurons are driven by sensory stimuli,
interneuronal coupling, and common noise sources that follow short-
timescale gaussian process priors. In their formulation, the Hessian of the
log-posterior has a banded structure that can be exploited for linear-time
MAP estimation of the latent common noise sources. Zhao and Park (2017)
developed an efficient variational method for GPFA models with Poisson
observations. Keeley, Zoltowski, Yu, Smith, and Pillow (2020) developed
algorithms for rapidly fitting similar nonconjugate GPFA models, where
polynomial approximations are used to evaluate the model evidence in
closed form, allowing fast learning of hyperparameters.

Kirschbaum et al. (2019) modeled calcium imaging data using a convo-
lutional variational autoencoder that maps raw calcium imaging videos di-
rectly to Bernoulli latent variables that code for neural assembly events,
bypassing any preliminary cell segmentation or spike extraction. This is
in contrast to our model, which has a sequence of parametric transforma-
tions designed to specifically account for the generative process underly-
ing calcium imaging data. A potential limitation of their model is that the
restriction to Bernoulli latent variables does not allow for events of vary-
ing amplitude to be accounted for, unlike our more flexible ZIW latent vari-
ables. Recently, the “latent factor analysis via dynamical systems” modeling
framework (Pandarinath et al., 2018) has been extended to calcium imag-
ing data (Prince, Bakhtiari, Gillon, & Richards, 2021; Zhu et al., 2021). These

2
We note, however, that this dependence may be related to the complexity of the un-

derlying task driving neural activity. More complex tasks may require more multiplicative
factors to orchestrate precise patterns of neural activity, and therefore greater numbers of
simultaneously recorded neurons may be required to infer the corresponding latent mul-
tiplicative structure.
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techniques have the advantage of being able to learn abstract embeddings
of neural data with a pair of encoding and decoding recurrent neural net-
works. While powerful, such techniques do not focus on isolating distinct
additive and multiplicative modulatory effects and can require resource-
intensive architecture searches (though see Keshtkaran et al., 2021, for re-
cent work on alleviating this bottleneck).

While our i.i.d. variational posterior for the multiplicative factor activity
provided sufficiently robust performance for our example data, the infer-
ence could potentially be further improved by adopting structured varia-
tional approximations for tighter regularization (Hernandez et al., 2018) or
inducing point methods to accelerate posterior inference (Duncker & Sa-
hani, 2018). Another potential future direction could involve the use of ev-
idence optimization techniques (Sahani & Linden, 2003) for learning the
model hyperparameters. While some have had success performing hyper-
parameter selection by optimizing the variational objective function (Zhao
& Park, 2017), this constitutes only a lower bound on the model evidence,
and in our experiments, we found that this process did not robustly con-
verge to accurate hyperparameter estimates.

Multiplicative modulation of activity is thought to be fundamental to
neural computation (Carandini & Heeger, 2012; Ferguson & Cardin, 2020),
yet many simpler models fail to account for such changes in excitability as
they do not explicitly possess multiplicative variables. In zebrafish tectum,
an example of this effect has been identified in recent work from Fernan-
des et al. (2019). By expressing channelrhodopsin in glutamatergic cells in
the nucleus isthmus, Fernandes et al. could simultaneously optogenetically
stimulate isthmic neurons and two-photon image tectal neurons. During
presentation of a predator-like looming stimulus, responses of tectal neu-
rons could be enhanced, suppressed, or unchanged with activation of the
nucleus isthmus. Activation of isthmic neurons without a stimulus present
did not reliably lead to activation of tectal neurons, confirming a multiplica-
tive effect. These functional imaging experiments were complemented by
digital reconstructions of stochastically labeled isthmic axons, conclusively
demonstrating excitatory and inhibitory feedback inputs to the tectum from
a downstream structure for context-dependent visual processing.

The timescale of the excitatory fluctuations in our example fit to ze-
brafish data could reflect changes in behavioral state, such as arousal
(Vinck, Batista-Brito, Knoblich, & Cardin, 2015) or satiety (Gründemann
et al., 2019). Using hidden Markov models applied to movement patterns
of freely swimming zebrafish larvae, Marques, Li, Schaak, Robson, and Li
(2020) identified spontaneous changes in an internal state regulating forag-
ing on the order of several minutes. These state changes were reflected in
the neural population activity, where subpopulations transitioned between
high and low activity states, consistent with the kind of low-dimensional
excitatory fluctuations studied in this letter. Similarly, in a study of large-
scale population activity from visual cortex in head-fixed mice, continuous
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fluctuations in multiplicative gain affecting stimulus responses could be
largely predicted from facial movements alone (Stringer et al., 2019).
Neuromodulators such as acetylcholine and noradrenaline can control
excitability throughout neural populations on timescales that vary from
milliseconds to minutes (Ferguson & Cardin, 2020). The mechanistic basis
of low-dimensional excitatory fluctuations could thus be neuromodulatory.
In contrast to our timescale, an interesting question for future work is to es-
tablish how best to extract rapid (with respect to stimulus presentation) ex-
citatory fluctuations, like those identified in cortex (Haider & McCormick,
2009), without overfitting. This is especially difficult with calcium imaging
data since the duration of interstimulus intervals tends to be on a similar
timescale to calcium transient decay time (namely, on the order of seconds),
whereas rapid gain modulation may occur over milliseconds.
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